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1 Introduction

Our main objective is to start a dialog between complex network theory and control system design. We

want to identify the issues that a network theorist considers important for a large scale (complex) network,

and review recent results in control theory that suggest a strong link between the structure of networks and

important control-theoretic properties. Aiming at cross-fertilization, we raise two questions (i) what can a

control engineer use from the network theorist’s arsenal? and (ii) how should he/she try to implement these

ideas in a control systems framework?

In recent years, networks have come to dominate the way we organize and understand the world around

us. As control engineers, this focus has led to a great deal of work on incorporating the basic communication

network infrastructure into our designs, e.g., we now consider the impact of link capacity, latency and packet

loss on control systems. Networks are however a ubiquitous feature of the non man-made world as well,

and disciplines as diverse as biology, computer science, physics, and social science have recently begun using

more abstract networks as a powerful metaphor for understanding how bulk properties of a network interact
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with the dynamics of a system incorporating such a network (see, for example, [1, 2, 3]).

As the complexity and the need for reliability of our control networks increase, it has become more

important for control engineers to familiarize themselves with the theory and practice of networks science.

This should allow us to better understand how systems can be controlled across real networks (such as the

Internet), or how distributed, multi-agent control systems should be designed to fulfill certain guarantees,

and to even predict how the network’s structure may give rise to undesirable network behavior such as

congestion.

Figure 1: Control across a network. Figure 2: Networked control systems.

Consider in what follows the system depicted in Figure 1: A plant is to be controlled across a network,

which is being shared by various systems, computers, and communication devices. Most networked control

studies to date have ignored all but the simplest aspects of the network, e.g., delays, dropped packets,

etc. In Figure 2 on the other hand, heterogeneous autonomous systems communicate locally in an effort to

coordinate towards a common objective. In the controls community, these local communication links are

merely a means of information exchange, usually assumed instantaneous. There is however little work and

even less understanding on how the topology of the network, its structure and the associated constraints,

affect the ability of the cooperative control system to perform.

On the other side, network theorists have powerful tools by which to characterize the growth of dis-

tributed networks like the Internet [4], and it is now understood how emergent properties such as navigability,

congestion, clustering and robustness to failure are related to the topology of “random” networks [5]. One

particularly evocative aspect of their work focuses on understanding how for some systems, such as the
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social network and the World Wide Web, not only do short paths exist between any pair of nodes, but such

paths can easily be found using only local information under certain conditions. Such results have obvious

implications for multi-agent control systems, where signals need to flow quickly and efficiently.

Fundamentally, there is a symmetry between the perspective of control engineers, especially those en-

gaged in studying multi-agent control and networked control systems, and network theorists (Figure 3).

Figure 3: In complex network theory models are devel-

oped to describe the physical world. In control design

we use models to change the behavior of systems Are

there tools and techniques we can share?

While their starting points and the objectives may

be reversed, both face the fundamental question of

what guarantees a given network structure can pro-

vide to a dynamic process running on top of the

network. On the one hand, the control engineer

may seek to bound the topological effects on ca-

pacity, latencies and lost packets, and to investigate

what network topology may guarantee stability, ro-

bustness to disturbances and faster response; the

network theorist on the other hand, considers how

randomness and topological regularities impact con-

nectivity, navigability, community structure, stabil-

ity, efficiency and resilience. For the control engi-

neer, these tools and models can provide a powerful

paradigm for understanding network performance,

and may be able to suggest novel solutions to net-

work control design problems.

In this paper, we present an overview of problems at the intersection of control theory and complex

networks research. In the process, we review recent results in cooperative control, along with some new

developments, that suggest that issues of interest for the network theorist are also important for the control

engineer. Among the evidence found in the literature, we cite some of our own results, namely the facts

that:

1. Increased network connectivity does not necessarily yield networks robustly connected with respect to

node failures;

2. The accuracy of certain cooperative localization algorithms depend on the eigenvalues of a certain

weighted graph Laplacian;

3. An integrated protocol for communication and information consensus in interconnected multi-agent

systems can protect its stability against communication delays;
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re-enforce our belief that cooperative control design may have a lot to gain by interacting with complex

network theory.

We first give a brief introduction to the relevant aspects of complex network theory, and discuss both

its methodological differences and similarities with control engineering, as well as the potential benefits of

collaboration between the two fields. We also present numerical examples of some of the issues of concern,

particularly with regard to the connectivity and navigability for controlling a simple system across a large

network. Finally, we conclude by identifying several topics for future joint work between control engineering

and network theory.

Network Theoretic Issues

In a theoretical consideration of network topology, and the properties it possesses as a communication service

for regulating the behavior of a given system or application, there are three issues that constrain the flow of

information over the network:

1. Connectedness. Does a path exist between the information transmitter and the information receiver?

2. Navigability. Given that a path exists, how easy is it to find such a path? I.e., is the path predetermined,

perhaps by a centralized authority, or discovered in an ad-hoc fashion?

3. Efficiency. Are the utilized paths short enough to guarantee certain communication latencies?

Implicit within each of these issues, is the question of reliability, e.g., how stable is the connectedness and

navigability of the network with respect to node or link failures, and how reliable are the network protocols

under various kinds of corruption? Naturally, these properties have differing degrees of relevancy depending

on the particulars of the network control application.

Connectedness

Network theorists consider the question of connectedness as being identical to the mathematical notion of

percolation, which answers the question: Is there any path that connects two nodes u and v?. Typically,

there are two approaches in attempting to answer this question: a constructive one as well as a destructive

one. In the constructive approach, random edges are successively added to an empty graph until the vast

majority of nodes, called a giant component, are connected by some path. In the destructive approach, edges

(or nodes) are removed in some fashion until the giant component vanishes. For control systems applications,

the destructive approach is of primary interest.
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Because so many real world networks have been observed to have a power-law degree distribution

P (k) ∝ k−α, where α is the scaling exponent [2], the majority of work on the breakdown of connectedness

has focused on random graphs of this kind1. Regardless of the topological details, it is obvious that when a

network has many redundant paths, the network will be more robust to various kinds of failure. Researchers

are however interested in the degree of robustness, as characterized by what fraction of the graph pc needs

to be removed before general connectedness fails. For random scale-free graphs with uniformly random node

failure, the after-failure degree distribution P ′(k) is given by

P ′(k) =
∞∑

k0=k

P (k0)
(
k0

k

)
(1− p)k pk0−k

where k0 is the degree of a vertex before failure, k is its degree after, and p is the probability of failure.

Cohen et al. [6] showed that when α > 3 for P (k0), the critical threshold for connectedness is pc ≈ 0.99.

For finite size networks, pc is bounded away from 1 and its exact value is related to the size of the graph n.

Recent work has shown that for some classes of scale-free networks, pc is significantly lower than the value

above [7].

Another important aspect of connectedness is a network’s robustness to targeted failure (attacks). For

instance, when nodes are preferentially destroyed in proportion to some relevant parameter (typically their

degree), the network tends to fragment fairly quickly [8, 9]. Similarly, one can go beyond the question of

simple connectedness to that of connectedness among trustworthy nodes. The peer-to-peer community in

network theory has focused on these so-called Byzantine faults, where nodes may become corrupt and disobey

the communication protocols, and has since developed many robust consensus protocols [10, 11].

Navigability

The problem of finding a path across a network is a well-studied one, and approaches can generally be

divided into two categories: central authorities, in which the communication path between two vertices u

and v is determined by some external source, and decentralized techniques, in which decisions are made

independently by distributed routers. For a fixed network, central authorities may be easier to construct,

but in the face of uncertainty, e.g., router failure, decentralized approaches are more favorable. The current

standard protocols for Internet Protocol (IP) routing are Open Shortest Path First (OSPF) [12] and Border

Gateway Protocol (BGP) [13], are a mixture of these techniques – an initial consensus phase allows routing

information to propagate throughout the network until each router has built its own set of heuristics to use

in the future; generally, these sets of decisions remain fixed until the topology changes and a new consensus

phase is initiated.

Ad-hoc routing, however, offers an interesting alternative. In such a network, no consensus phase is
1Nota Bene: Analytic results also exist for Cayley trees and Erdös-Rényi random graphs.
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required and each router makes decisions based only on their position relative to a packet’s destination. If

such an approach is to provide efficient routing, where we efficient routing takes time roughly logarithmic in

the size of the network. Thus short paths must not only exist but must also be easily found by the ad-hoc

algorithm. Recent theoretical work offers exciting possibilities for the development of such protocols, and

next we describe these results and their implications for control systems.

Consider a simple lattice network in which each node has bi-directional local connections to its nearest

neighbors (e.g., a physical connection), and a single, uni-directional non-local connection to some other node

(e.g., a wireless broadcast connection), as in Figure 4. In such a network, we have a simple metric for the

(Manhattan) distance between any two nodes d(u, v) =
∑

D |u − v|, where D is the dimensionality of the

lattice. To choose the terminator for the non-local link, we first choose its distance from the linking node,

` by the distribution P (`) ∼ `−D, and then choose uniformly from among those vertices. For the D = 2

network shown in Figure 4, the diamonds illustrate the set of nodes at a constant distance from the linking

node. Recently, Kleinberg showed that this model, which generalizes the popular small world model of Watts

and Strogatz [14], allows for packet delivery in time T = O(log2 n), if each router forwards the packet to is

neighbor that has the smallest remaining distance to the destination [15].

1 2 3

Figure 4: A small world graph, after Kleinberg.

This result is easy to see in the following way. Let

us say that the packet travels in phases, and that a phase

ends when the remaining distance is halved; thus, there

will be a maximum of log2 n phases. If the distribution

of link-lengths is a power law with exponent D, then af-

ter O(log n) trials, the packet will visit a router with a

non-local neighbor roughly half as distant from the des-

tination, and the expected routing time is O(log2 n).

Subsequently, Clauset and Moore described an al-

gorithm that constructs the Kleinberg routable network

through a decentralized rewiring process [16]. The al-

gorithm assumes that the local connections are fixed

and constructs the non-local link-length distribution in

the following manner. Given a source-destination pair

(x, y), route the packet according to the current topol-

ogy, but choose a threshold t uniformly from the interval

[1, d(x, y)]. If the routing time of the packet exceeds this threshold T > t at a node z that is not the desti-

nation, x rewires its non-local link to terminate at z. That is, x ”bookmarks” the location where it crossed

its threshold. Clauset and Moore showed empirically that this rewiring algorithm yields the right power law

link-length distribution P (`) ∼ `−D, and thus fast ad-hoc routing over the entire network T = O(log2 n),
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after a modest number of rewiring actions R ∼ n1.77.

With the availability of GPS systems to provide simple distance measurements, these results could

reasonably be adapted as a routing protocol for packets on a wireless array of devices, where local links

are either physical connections or low-power broadcast transmissions, and non-local links are occasional

high-power broadcast transmissions. Another interesting ad-hoc routing algorithm was recently presented

by Şimşek and Jensen, in which packets are routed according to a few reasonable assumptions about the

connectivity of vertices with similar properties (homophily)2 and the assumption that higher degree vertices

are likely closer to the target [17].

Efficiency

For a network theorist, efficiency is intimately related to scalability, i.e., they define the property in question,

e.g., routing time or connectedness, as a function of the size of the network as measured by its number of

nodes n. As we saw in the previous section, efficiency in routing is the average number of intermediate

nodes through which the message passes. Acceptable theoretical results are almost always sublinear, but

preferably poly-logarithmic O(logk n) where k is some constant, in the size of the network. Similarly, for

connectedness, the question of efficiency becomes one of the robustness of the topology to random failures.

The results of Cohen et al. [8] illustrate that scale-free topologies are inherently efficient in this respect as

they preserve a greater degree of connectedness even under widespread failures.

As we will discuss in a moment, control systems and network theory have very different conceptualiza-

tions of efficiency. Reconciling these differences and producing network theoretic results for the efficiency

questions that control systems requires may be a fertile area of future collaboration.

The Control Designer’s Point of View

Networked-control system (NCS) applications such as teleoperation and robot formation control, require

measurement and control signals to travel across communication networks. Even when the distance traveled

is short (e.g. a modern car or a smart house) a general purpose communication network will introduce new

issues into the feedback loop, such as time-varying delays and the potential loss of information. While some

communication applications may suffer from the same limitations, a feedback control system is especially

vulnerable not only to the unavailability of sensory information and control signals, but also their timing. In
2In this model, it is assumed that each node has a set of descriptors associated with it, and that nodes link to others that

are similar to themselves; thus, a homophily-sensitive algorithm adjusts the routing based on the assumption that a node that

is similar to the destination node in the descriptor space will, in turn, be closer to the destination.
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particular, in a NCS, the issues of connectedness, navigability, and efficiency of travel manifest themselves

as follows:

Connectivity (dropped packets, lost links)

From the perspective of control design for networked control systems, connectedness (or connectivity) ex-

presses the ability to communicate information and actuation signals between any two systems through the

network. It is therefore related to the existence of a network path from any node, u, to any other node, v.

In existing approaches that link the dynamics of the networked systems to the connectivity properties of the

network, certain graph algebraic properties of the latter seem to be pervasive.

Stability & consensus. Jadbabaie et al. [18] were probably the first to formally relate the dynamics of

the networked system with the algebraic graph theoretic properties of the interconnection network, and with

the graph Laplacian in particular. Connectivity, as expressed by the second smallest Laplacian eigenvalue

(known as the algebraic multiplicity of the graph), proved to be a crucial network property: it allows the

gradual dissemination of local information throughout the network and facilitates stability. In [19] it was

shown that if connectivity is (permanently) lost, stability cannot be guaranteed. If connectivity is regained

across a sequence of compact intervals [ti, ti+1), the authors of [18] showed that consensus is still guaranteed.

Ongoing work in this area aims at further relaxing the connectivity conditions needed for stability.

Cases where the network itself may not have constant topology, and links may be lost or gained with

time, have also been investigated (for example in [20, 18, 21], among others). Regardless of the network

topology switching over time, connectivity still holds the key for convergence to a common state. In these

networked control systems, communication links are established and lost in an ad-hoc manner. Ad-hoc

networks are typically modeled by nearest-neighbor type graphs, where nodes are distributed uniformly

randomly across a certain area, and are assumed connected if they are within a certain distance from each

other, e.g., |uv| < r0, where |uv| denotes the Euclidean distance between nodes u and v. The question

whether such an ad-hoc network is connected or not, does not have a definitive answer, especially when the

number of nodes grows very large. Results in this area are asymptotic and probabilistic in nature, and are

usually related to the minimum degree of the nodes in the network, as exemplified by Xu and Kumar [22], or

the minimum communication range r0 [23, 24], that is required to ensure connectivity with high probability.

Xu and Kumar have shown that if each node is connected to less than 0.074 log n other nodes then the

network will be disconnected with probability one as the total number of nodes, n increases; if each node

has more than 5.1774 log n neighbors then the network will be asymptotically connected with probability

one when n tends to infinity. In [23], it was shown that if the network is required to be connected with

probability p, then the transmission range should be set so that r0 ≥
√
− ln(1−p1/n)

πρ , where ρ is the node
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density.

In networks where the information flow in unidirectional, directed graphs are used to capture the network

topology. In directed graphs the definition of (strong) connectivity is stricter, requiring the information flow

to respect the orientation of the graph edges. However, the existence of a (directed) spanning tree over the

union of the graphs that describe the evolution of the network over time [25], may be sufficient for consensus

in the network, provided that the switching frequency is bounded on average. This is definitely a weaker

condition than strong connectivity. Still, it is stronger than weak connectivity (still expressed by the second

smallest eigenvalue), where edge orientation is irrelevant. This seems to be the missing piece for enabling the

uniform characterization of stability in terms of network topology. Of course, another approach to ensure

stability is to restrict the dynamics as described in [26, 27].

In most applications connectivity is binary : two nodes are either connected at a particular time instant,

or disconnected. In the former case the second smallest eigenvalue will be positive, in the latter it will be

zero. For capturing the quality of a communication link, or the cost of broadcasting information from one

node to another, a weighted graph models may be used. The edge weights quantify the energy required for a

message to be sent over an edge (u, v), usually expressed as |uv|e, where |uv| is again the Euclidean distance

between the physical locations of nodes u and v, and e ≥ 2 is a constant. Weighted graphs are not as well

studied as their undirected counterparts, but connectivity analysis using the second smallest eigenvalue of

the (weighted) Laplacian may be extended to this situation as well.

Estimation. Hidaka et al. have identified the importance of network topology in adjusting the estimation

accuracy in multi-agent cooperative localization [28]. They used a genetic algorithm to choose network

topologies that will result in smaller traces of the joint extended Kalman filter (EKF) covariance matrix.

Their analysis seems to suggest that increased connectivity is beneficial for localization accuracy. Intuitively,

“the more sensor links between robots, the better.”

However, recent (and ongoing) work of Tanner and Kumar [29], sheds more light into this problem,

explains why the genetic algorithm suggests complete sensor graphs and implies alternative ways of increasing

accuracy. Tanner and Kumar have discovered a weighted Laplacian in the expression of the steady state

error of the EKF covariance matrix, at least for the case where a landmark’s location is accurately known.

Then, the (constant) steady state value of the covariance matrix is [28, 30]:

P∞ = Q1/2
o Udiag

(
1
2

+ (
1
4

+
1
λi

)
1
2

)
UTQ1/2

o , (1)

where Qo is a diagonal matrix with elements that depend on the characteristics of the agents sensors and

their speed, and U , λi is the matrix of eigenvectors and an eigenvalue, respectively, of the matrix:

C = Q1/2
o HT

o R
−1
o HoQ

1/2
o , (2)
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in which Ro is a diagonal matrix of the noise covariance, and Ho relates to the incidence matrix of the

sensor graph. The only difference, in the case where we have a (single) accurately known landmark, is that

Ho contains a block of zeros that eliminates the graph node that corresponds the the landmark. If for a

moment, one thinks of Ho as the incidence matrix of the graph (disregarding the zero block), then he/she can

recognize in HT
o R

−1
o Ho a weighted Laplacian. With the removal of the (known) landmark from the sensor

graph, and applying the Matrix Tree Theorem, one concludes that the spectrum of HT
o R

−1
o Ho will be the set

of nonzero eigenvalues of the weighted Laplacian. In view of (1) and (2), it is not difficult to show [29] that

in order to bring the trace of P∞ down, one needs to increase the nonzero (weighted) Laplacian eigenvalues

(and therefore λi). It turns out (based on a version of the interlacing theorem for weighted graphs [29]) that

forming a complete graph is only one way (and perhaps not the most efficient one) of increasing λi and,

consequently, reducing the trace of the covariance matrix.

Connectivity a catalyst but not a panacea. In general, network connectivity seems to be a catalyst:

nothing useful can happen without some sort of connectedness. Messages cannot reach their destination,

consensus cannot be achieved, estimation errors may grow unbounded. Some new insight, however, seems to

suggest that we might be missing something in terms of connectivity. Is it all a control designer may hope or

strive for? Byrne et. al. have recently shown that high algebraic connectivity does not necessarily imply the

network’s robustness [31]. In other words, while the network connectivity is certainly helped as the second

smallest eigenvalue increases, and as the diameter of the network (characteristic path length) decreases, the

network remains vulnerable to attacks. In particular, there may be few nodes and/or links that guarantee

the network connectivity, and the removal of as few as 1 or 2 nodes may break up the network.

Algebraic connectivity is of great interest because of the following inequality developed by Fiedler:

λ2(G) ≤ ν(G) ≤ η(G) (3)

which states that the Algebraic connectivity of a graph G (defined as the second smallest eigenvalue λ2(G)

of the Laplacian) is less than or equal to the node-connectivity which is less than or equal to the edge-

connectivity [32]. Although increasing the Algebraic Connectivity increases the lower bound on node-

connectivity it has been shown that for circular and mesh lattice graphs an increase in Algebraic Connectivity

often corresponds to a decrease in node-connectivity and edge-connectivity [31].

In order to describe our results, let us consider first the small-world network introduced by Watts and

Strogatz [14]. This network was based on a one-dimensional lattice on a ring with n nodes where each node

is connected to its k nearest neighbors. Watts and Strogatz showed that random rewiring of nodes with a

small probability p greatly reduces the characteristic path length resulting in a small-world network. Figure

5 shows the effects of random rewiring for a network with 20 nodes and k = 4. Recently, Olfati-Saber showed

that this random re-wiring also results in a large increase in Algebraic Connectivity for ring lattices [33],

and went on to conclude that the network becomes more robust to node and link failures.
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n = 20, k = 4,  p = 0 n = 20, k = 4,  p = 0.1

n = 20, k = 4,  p = 0.5 n = 20, k = 4,  p = 1

Figure 5: Random ring lattice graph G = C(n, k)

with n = 20, k = 4, for p = 0, 0.1, 0.5, 1

n = 100, R = 1.000000,  p=0 n = 100, R = 1.000000,  p=0.1

n = 100, R = 1.000000,  p=0.5 n = 100, R = 1.000000,  p=1

Figure 6: Regular mesh lattice graph, N=100,

Communication radius R=1.

Unfortunately large increases in Algebraic Connectivity for certain types of networks often correspond

to a decrease in node-connectivity and edge-connectivity. As an example, the results for a circular random

graph with 100 nodes are shown in Figure 7. For this case, we start with a ring lattice with n = 100 vertices

and k = 4 edges per vertex and then rewire each edge at random with a probability p. As p increases from

0 to 0.9 there is a large increase in algebraic connectivity and a decrease in the mean path length of the

network. However, the node-connectivity and edge-connectivity of the network decrease as the probability

p increases. Similar results can be shown for a regular mesh lattice like the one shown in Figure 6 where

there are 100 nodes and each node has a communication radius R = 1. The results for this mesh lattice are

summarized in Figure 8.

In a system where nodes are redundant or dispensable, improving Algebraic connectivity does indeed

improve the overall robustness of the network by reducing the characteristic path length. However, in systems

where each node is critical, node-connectivity and edge-connectivity are the most important parameters for

assessing robustness. In addition there are computational trade-offs when studying robustness: computing

Algebraic connectivity is much simpler than computing node-connectivity or edge-connectivity for large

networks.

Navigability (path lengths/hops)

During the control design process, and under the assumption of a connected communication network, the

designer assumes that there is a path between the point of transmission and the point of reception. The

problem of determination of this path is usually ignored, or assumed solved by those entities that direct the
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flow of information through the network: the routers.

However, the standard routing protocols make use of assumptions that may not be generally favorable

to control system design. For instance, Ethernet is a broadcast protocol and thus only a limited number of

participants may communicate over a given portion of a network, while Open Shortest Path First (OSPF)

is susceptible to the propagation of corrupt information (BGP has a similar sensitivity [34]).

For instance, to provide the most basic packet delivery service, such as on the Internet at the IP-level,

protocols like Ethernet, Open Shortest Path First (OSPF) and BGP, combined with the commodity network

hardware do well enough that most nodes are connected, the network is navigable, paths are relatively short

(e.g., the average hop-count numbers a few dozen at most, despite the number of IP addresses number in the

billions) and service is fairly reliable3. However, for applications such as sensor networks or ad-hoc networks

among mobile devices (e.g., cell phones), these issues are all active areas of research in both the control

systems and network theory communities.

Even if determining the path from source to destination is not considered an issue, it seems obvious

that in some cases the length of this path matters. This is especially true in cases where information

is processed as it propagates through the nodes of the network. If no special attention is given to how

information is processed or transformed, as it disseminates through the network, the effects of path lengths

become apparent. One such example is the case of leader-follower control architectures. When the leading

vehicle in a platoon suddenly decelerates, the farther each vehicle’s distance from the leader is, the harder

it has to break. There comes a point where control signals saturate, stability is lost, and collisions become

unavoidable.

String stability [35] addresses this issue, by treating the propagating information as a “disturbance,” and

ensuring that disturbance signals attenuate as they propagate through the string of interconnected systems.

Mesh stability [36] is essentially the generalization of the same concept for strings that run across multiple

(physical) dimensions. If a “string” of systems was associated with a (single) path, now a “mesh” gives

rise to a (whole) network. As each node transmits its “disturbance” to its network neighbors, this signal is

attenuated, and systems perturbed by these decaying propagated signals are robust and stable.

When the propagated information is not regulated in terms of its effect on the receiving nodes, it has

been shown [37] that in leader-follower control architectures, the distance from the source of the signals (the

leader), quantified by the path length, has an adverse effect on the ability of the follower to track its desired

position in the formation. In these applications, the network is described as a directed tree, the root of

which is the formation leader. Stability bounds are less conservative for trees of small depth [37]. Therefore,

routing the information signals through shorter paths improves stability.
3These protocols are typically only reliable under ideal conditions, e.g., when no corrupt elements participate.
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Thus, from a stability viewpoint, the control designer has to either regulate the system dynamics so

that it can cope with information traveling over long paths, or make sure that short paths (up to a certain

length) can be found. Regarding the latter, ad-hoc routing algorithms that improve the navigability of the

network can be potentially very useful.

Efficiency (capacity, link quality, delays)

Since for the control engineer, a communication channel is merely a means of obtaining or sending information

(measurement signals, or control commands), what seems to be important is: (i) how much information can

be carried? and (ii) how fast?

The first question is related to the channel’s capacity. As such, results linking information theory to

control are needed and have recently been discovered [38, 39, 40, 41, 42, 43, 44]. While information theory

models the communication channel as a corrupting information transmitting medium, the main issue for

control-based applications are the delays (as well as the corruptions) suffered by the signals as they are

carried across the channel. As a sample of such results, and in the case of noiseless channels it has been

shown that a necessary condition for asymptotic observability and stabilizability, for linear, discrete-time

systems, is that the rate of communication R (which must be less than the capacity C of the channel) is

bounded below as R >
∑

λu(A) max{0, log|λu(A)|}, where λu(A) are the unstable eigenvalues of the system

matrix A. This condition turns out to be also sufficient in some cases. Similar results hold in the case of noisy

channels as described for example in [45]. In a more recent work, Martins [46] addresses the fundamental

limitation of performance for networked feedback systems. The feedback loop comprises a discrete-time,

linear, time-invariant plant, a channel, as well as an encoder and a decoder. The disturbance rejection

ability is found to be bounded below by
∑

λu(A) max{0, log|λu(A)|} − C. Thus, this particular result shows

that the excess capacity C −
∑

λu(A) max{0, log|λu(A)|} is all that is available for disturbance rejection.

These and similar results not only link the feedback control problem to the communication setting, but also

provide for fundamental results in feedback control.

How fast information can travel from source to destination is usually measured in terms of a communi-

cation delay, the time elapsed between transmission and reception. It is generally recognized that actuation

and measurement delays degrade the performance of control systems. It thus comes as no surprise that

many researchers have generalized these beliefs to interconnected systems: a communication delay can cause

actuation delays, measurement delays, or both; therefore, it must have an adverse effect on the stability of

the interconnected system.

Initial investigation seemed to support this claim. In [21], stability analysis in the frequency domain

suggested the existence of an upper limit in the (uniform) communication delays that a continuous, nearest

neighbor interconnected system can afford, before becoming unstable. Simulation results were included in
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support of this statement. However, more recent analysis of state space, discrete-time models of intercon-

nected systems, has led to different conclusions.

Several recent independent investigations, following completely different approaches, seem to converge

to the idea that in some (not so special) cases, arbitrary (but bounded) communication delays can be

tolerated. Angeli [27] extends Moreau’s approach [26] including communication delays, and concludes that

if the agent dynamics are appropriately restricted, stability can be maintained. Tanner and Christodoulakis

[47] focused on the communication protocol, and showed that velocity synchronization in a connected group

of autonomous mobile agents, can still be achieved when the agent controllers use delayed information,

regardless of the size of this delay, if control and communication is intertwined appropriately. Morse [48]

is using composition properties of graphs to show that under certain assumptions on the communication

topology, delays have no effect on the stability of the system. In fact, in a somehow counterintuitive situation,

it turns out that longer delays (if used judiciously) may actually improve the stability of some systems [49].

In all of the cases above, performance certainly suffers: convergence cannot be as fast as in the case of

instantaneous communication. The news that instability can be avoided is still, however, a relief. Efficiency

in the transmission of information between networked control systems may be desirable, but the critical

network property seems to be connectivity; at least when the interconnected systems are stable in the

absence of communication delays.

What Can Control Systems Take from Network Theory

There are two primary benefits that control systems can gain by interacting with network theory. First,

network theorists study bulk properties of the network in a way that is fundamentally different from the

low-level considerations of packet loss, link failure, latency and responsiveness. Their analysis has already

provided insights into the robustness of connectedness and efficiency of routing on networks with certain

global topological features such as scale free networks or small world networks. Their interest in the scalability

of network properties and behavior is particularly relevant for control systems. One of their most robust

methods for achieving these scaling properties is through a judicious use of randomness, an approach that

has proved extremely powerful in designing algorithms in the face of uncertainty. As control systems become

increasingly networked, uncertainty will be a more significant factor in our designs.

The other area in which control systems may benefit from network theory is in the domain of designing

protocols for managing the flow of information on the network. The recent work on efficient ad-hoc routing

has demonstrated that such algorithms can provide provably or demonstrably good delivery times, often

by relying on the same judicious randomness. Additionally, the community of peer-to-peer researchers are

heavily focused on developing communication protocols that are robust to corruption and random failure.
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Even in a closed network control system such as a modern airplane, software failure can sometimes create

spurious behavior that must be handled robustly. In a more open network system like a smart home, where

devices may be installed or removed, such considerations are even more important.

Both in dealing with uncertainty and in terms of improving performance, randomness could prove to

be a key component in the design of protocols that regulate information flow in network control systems.

It is perhaps worth mentioning that randomness has recently opened interesting new directions in the area

of pursuit-evasion games [50]: contrary to deterministic strategies, the use of a randomized one can boost

the capabilities of the pursuers. The underlying idea is that the evader can no longer predict the “optimal”

strategy that its pursuers will follow. Isler et al. [50] have shown that their randomized strategy enables

the pursuers to capture the evader with high probability, even if the latter has absolute knowledge of their

location and has no limitations on its speed. Motivated by this example, and given that efficient randomized

routing algorithms have already been developed, the control community might want to investigate ways to

harness the power of randomness in the design of algorithms for networked control systems.

Case Studies

In this section, we will briefly delve deeper into a few illustrative examples of network theory that seem par-

ticularly applicable to the development of randomized networked control systems, particularly with respect

to connectedness, bandwidth and navigability. As with any review, interesting results outnumber the space

available, and thus those discussed here should be viewed as an admittedly biased sample of what network

theory can offer control systems. In particular, we will explore three related examples, one on decentralized

routing, one on game theory and network protocols, and one on information propagation.

Dynamic Ad-hoc Routing

The ad-hoc scalable randomized routing protocol due to Clauset and Moore [16] and introduced above

is intriguing for several reasons. First and foremost, the assumption of an underlying lattice topology is

amenable to many existing networked control system frameworks, and in particular that of a wireless mesh.

Further, the protocol itself is trivially simple and could be adapted to work within the existing Internet

Protocol framework: given a source node x, a destination node y and a message-specific threshold t, the

protocol works like so: if the topological length of the route exceeds the message’s Time-To-Live (TTL) t, x

rewires its long-range link so as to point to the node at which the threshold was crossed. By choosing the

TTL t from uniform random distribution over the interval [1, d(x, y)], the protocol produces a long-range

link topology that minimizes the average transmission time for every node’s messages. This protocol has the

added benefit that the resulting topology is independent of the initial network topology (see Figure 9), and
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is optimized, by including finite-size effects, for the existing network’s topology. ¿From a control systems

perspective, these characteristics are attractive in that they reduce the brittleness of the system, while

guaranteeing good overall behavior.

Static Ad-hoc Routing

In networks that lack the distance metric of Kleinberg’s small world network, the decentralized routing

protocol due to Şimşek and Jensen [17] can yield efficient routing by relying on common topological features

of real-world networks. That is, their algorithm capitalizes on the common characteristics of real world

networks in the form of homophily, the idea that nodes with similar attributes are likely to be connected,

and a right-skewed degree distribution. Each node in the network approximates the full shortest-path routing

table E[`s→t] =
∑
x · P (`s→t = x) where `s→t is the length of the path between source s and destination

t, by simply estimating which of their neighbors is likely to be closer to each of the possible destinations.

In practice, one may accomplish this by calculating the likelihood that two nodes a and b are connected,

pab = 1 − (1 − qab)k where (1 − qab)k is the probability4 that none of a’s k edges terminate at b. The clear

advantage of this approach is that it utilizes common features of most real-world networks to provide efficient

routing in the face of topological uncertainty.

Gossip Protocols

As our final case study, consider a communication network in which edges are unreliable, i.e., pairwise

connectedness is only probabilistically guaranteed, but where we wish to maximize the set of nodes that

receive a broadcast message while simultaneously minimizing total bandwidth per message, i.e., the number

of messages used. Formally, we wish to find the set of nodes A, with which to initially seed the message,

such that under some communication protocol ψ, the set of receiving nodes ψ(A) is as large as possible.

Kempe, Kleinberg and Tardos have shown that gossip-protocols, where nodes receiving the message attempt

to convince their neighbors of the information at most once, thus enforcing strong bandwidth constraints,

can provide a provably good solution to this problem [51], which is otherwise NP-Hard to compute. Their

greedy algorithm iteratively maximizes the marginal gain in ψ(A) and yields a 1− 1/e approximation of the

optimum. These protocols can also be married with the Kleinberg small world topology to solve problems

such as resource location on a network [52].

4Although this form assumes independence, in practice the correlations on real networks are not sufficiently large to prevent

one from applying it.
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Internet-Like Protocols

Inspired by the work of Kelly [53] which provided a mathematical foundation and explanation for various

congestion control algorithms on the Internet, the authors in [54] applied similar concepts to implement

distributed control algorithms for the coordination of multiple agents. They then described the so-called

Internet-like protocols. The idea of internet-like protocols in control can be applied to systems in which a

group of n users (clients) share a common resource (server) of finite capacity C. While Information systems

such as the Internet are only concerned with transferring the information (with high fidelity), networked

control applications are more involved due to the effects that dated information has on the control of

dynamical systems [55, 40, 41, 56, 57, 58]. To quote Traub [59], information is “incomplete, priced, and

corrupted”. However, and for control purposes, it is also “timed”. To make the general idea of Internet-like

control more precise, we consider a network of n users of a resource C. If for user i, the state variable xi

represents its usage of the resource, then, it is desired that the system reaches the equilibrium point at which
nX

i=1

xi = C (4)

It is also necessary to define a feedback signal, from the resource to the users, which communicates the

availability or shortage of the resource. In [53, 60] a priced scheme has been used for this feedback. A low

price is an indication of resource availability, and a resource shortage is represented by an increase in price.

A simple dynamical equation for the resource price is the difference between the resource usage and the size

of the resource, scaled by a positive gain γ, as follows

ṗ(t) = γ

"
nX

i=1

xi(t)− C

#
(5)

Different dynamical interactions between the resource usage xi(t), and the resource price feedback may be

used. The common thread in these models is the inverse relation, such as the additive increase multiplicative

decrease used in the model of TCP Reno in [60], which we rewrite here for illustration purposes

ẋ(t) =
1− p(t)
τ2

− 1
2
p(t)x2(t) (6)

where p(t) is the price for the resource, and τ is the propagation delay between the user and the resource.

The control design is then reduced to solving a distributed resource allocation problem as described in [54].

Conclusions

The control and complex network communities have been looking into similar problems in networked systems

from different perspectives. The same concepts and properties appear to be important, both for the control

engineer and for the network theorist. There is a wealth of analysis methods and design tools developed

independently in Complex Network research and Computer Science, respectively. Having established the

conceptual link between networked control systems, cooperative control and complex networks through
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graph theoretic analysis, the control community may now be in position to capitalize on and exploit the

arsenal available to these two other fields. It might be the right time for control designers to start exploring

alternative approaches, by looking at what approaches have worked well in other fields. This paper attempts

to make a suggestion, highlighting the recently revealed power of randomized algorithms in routing, network

design, resource allocation and game theory.

In the Computer Science community, specifically, much attention has recently turned to mechanism

design; this domain seeks to allow selfish individuals to interact in a networked environment in such a

way that no outcome is particularly disadvantageous to any of the nodes. Such approaches have produced

interesting results for routing, network design and resource allocation [61], and seem directly applicable to

open networked control systems in which the control engineer must ensure that corrupt or misbehaving nodes

cannot affect the functionality of the system negatively. Indeed, in recent years, networks of all kinds have

become a highly fashionable topic for theoretical research, with novel results appearing across the gamut of

academic journals.

For the interested control system designer, the physics and computer science communities likely produce

the most applicable results. With this paper, a brief review of a small selection of intriguing ideas, we hope to

generate excitement in the control systems community, and encourage technology transfer between network

theory, physics and control systems.
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Figure 7: Results for a ring lattice random graph, N=100, k=4.
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Figure 9: Convergence of the ad-hoc rewiring algorithm of [16] on the optimum distribution for a variety

of initial topologies and rewiring times. The deviation from the theoretic optimum (α = 1 here) is due to

finite-size effects.
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