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Introduction

Researchers in control systems have recently focused their attention on the effects caused by

the presence of communication networks in the feedback path [1–3], and [4]. Meanwhile, under

the heading of complex networks, physicists, computer scientists, and mathematicians have been

studying the formation and properties of physical networks as described in [5–7], and [8]. The

control and complex network communities have approached networked systems from two different

perspectives. A control engineer uses a network model to help in designing controllers, while a

complex network theorist investigates networks to model their dynamics and growth. Despite the

use of distinct analysis tools, network properties such as connectivity, efficiency, and robustness

appear to be common to both control and complex networks researchers. A question that naturally

arises is whether the tools used by the complex network community can suggest new control design

directions. In particular, we point out in this paper, what tools from the network theorist’s arsenal

are available to control engineers, and how ideas developed for complex network research may be

exploited within a control systems framework.



Networks are a powerful metaphor for understanding the organization of systems from disci-

plines as diverse as biology, computer science, physics, and social science. Networks thus provide

means to understand the interaction between a system’s bulk properties and its dynamics (see,

for example, [6], [5], [9]). Meanwhile, as the various communication networks (Internet, wireless

networks, etc.) have become more pervasive, and as control engineers have expanded their applica-

tions domain, they have begun to incorporate the communication infrastructure into their designs,

by considering the impact of link capacity, latency, and packet loss on control systems [1–4], [10].

As the complexity and the need for reliability of control networks increase however, it becomes

important for control engineers to familiarize themselves with the theory and practice of network

science. Such knowledge allows engineers to better understand how systems may be controlled

across real networks (such as the Internet), how to design distributed, multi-agent control systems,

or to predict when the network’s structure gives rise to undesirable network behavior such as

congestion.

Figure 1: Controlling across a network. Control signals, measurements of the plant state, and

external inputs travel from their source to their destination through the links of a communication

network.

Consider the system depicted in Figure 1, where a plant is to be controlled across a network
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Figure 2: A networked control system. Communication links can be established between the

members of the same homogeneous group, as well as between separate groups.

shared by various systems, computers, and communication devices. Figure 2 shows heterogeneous

autonomous systems, which communicate locally in an effort to coordinate toward a common

objective. In the controls community, these local communication links are merely a means of

information exchange, and as a first approximation all communication is assumed instantaneous.

So far, mostly the impact of the network’s connectivity on the closed-loop system performance

has been investigated, (see [11–15]), which might lead one to believe that connectivity is the only

critical structural property from the controls perspective.

Network theorists however, have created powerful tools to characterize the growth of distributed

networks [16]. There exist in fact, a general understanding about how emergent properties such as

navigability, congestion, clustering and robustness to failure are related to the topology of random

networks [17]. A particularly evocative aspect of the work in the complex networks area focuses

on understanding how for some systems, such as social networks and the World Wide Web, not

only do short paths exist between any pair of nodes, but such paths can easily be found under
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Figure 3: Complex network and control share domains but follow different directions in analysis. In

complex network theory models are developed to describe the physical world. In control design we

use models to change the behavior of systems. The two communities use parallel approaches with

different endpoints. It is highly likely that the two communities can share tools and techniques.

certain conditions using only local information [18]. For multi-agent control systems, where signals

need to flow quickly and efficiently, but agents cannot store enough information to properly model

the system’s global state, triggering global behavior by means of local decision making has obvious

implications. We strongly believe that further understanding by control theorists of similar networks

results is needed, and that a network theorist’s perspective can give control engineers more insight

into additional interactions between the controlled process, and the underlying network.

We stress the existence of a symmetry between the perspective of control engineers engaged

in studying multi-agent control and networked control systems, and network theorists trying to

describe network dynamics (Figure 3). While their starting points and objectives may be reversed,

both communities seek to determine what guarantees a given network structure can provide to a

dynamic process running on top of that network. The control engineer seeks to bound the topolog-

ical effects on capacity, latencies, and lost packets, as well as to investigate what network topology

may guarantee stability, robustness to disturbances, and faster response; the network theorist on

the other hand, considers how randomness and topological regularities impact connectivity, navi-
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gability, modularity (also called community structure), stability, efficiency and resilience. For the

control engineer, such tools and models will provide a powerful paradigm for understanding network

performance, and may suggest novel solutions to network control design problems.

This article presents an overview of problems at the intersection of control theory, and com-

plex networks research. A brief review of recent results in cooperative control, along with some

new developments, suggest that issues of interest for the network theorist will also impact control

engineering design. Three new results that support this hypothesis are:

1. Increased network connectivity does not necessarily yield robustly connected networks with

respect to node failures;

2. The structure of sensor networks, and their algebraic graph properties determine the perfor-

mance of distributed estimation;

3. Interleaving properly communication and control can protect against the effect of delayed

information.

After a brief introduction of the relevant aspects of complex network theory, and its method-

ological differences and similarities to control engineering, a discussion on the potential benefits of

technology transfer between the two fields follows. Numerical examples are presented, illustrating

the effect of connectivity and navigability on the performance of a simple system controlled across

a large network. The article concludes by identifying several topics for future joint work between

control engineers and network theorists.

Network Theoretic Issues

From a theoretical consideration of network topology, that is, from a consideration of the
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properties a network possess as a communication service for regulating the behavior of a given

system, there are three fundamental issues that affect the flow of information over the network:

1. Connectedness, which expresses the existence of a path between the information transmitter,

and the information receiver.

2. Navigability, which is quantified by the difficulty of finding such a connecting path. Typi-

cally, this difficulty depends on whether the path is predetermined, perhaps by a centralized

authority, or whether it is discovered in an ad hoc fashion.

3. Efficiency, as represented by the cumulative latency of each utilized path. This latency, itself

being perhaps a function of the number of hops and the individual link latencies, must be

sufficient to guarantee certain end-to-end communication latencies.

All three points are related to the issue of reliability, that is, to how robust is the given

network property with respect to node or link failures, and how reliable are the network protocols

with respect to various kinds of corruption. Naturally, the relevance of these properties for control

will depend upon the particular network control application.

Connectedness

Network theorists consider connectedness to be identical to the mathematical notion of per-

colation, that is, a stochastic branching process. This process may be thought of as a wildfire,

initiated at a source vertex, that spreads across an edge connected to a burning vertex with some

fixed probability p. By analyzing the number of vertices reached by the process, one can answer

the question of whether there exists a path connecting a given pair of nodes, u and v.

This process is typically applied by network theorists in two contexts. The first, a constructive
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approach, answers the question of how many random edges must be successively added to a col-

lection of disconnected vertices before the vast majority of vertices, termed the giant component,

are connected by some path. The second is a destructive approach, in which edges (or nodes)

are successively removed until the giant component vanishes, and most pairs of vertices cannot be

connected by any path. Surprisingly, the appearance and disappearance of the giant component

can be quite sudden, and is often a genuine phase transition [17].

For most control systems applications, the destructive version of the process is of primary

interest as it directly relates to the basic guarantee of end-to-end communication and feedback

across the network. However, as more sophisticated ad hoc applications emerge, the constructive

approach should become more relevant.

One common feature of many real world networks is a power-law degree distribution, in which

the probability of a randomly chosen vertex have k neighbors scales as P (k) ∝ k−α, where α is the

scaling exponent [5]. The ubiquity of the power-law degree distribution has led network theorists

to focus on graph models that exhibit this feature, but whose topological structure is otherwise

random. Obviously, when a network has many redundant paths between all pairs of vertices, it

becomes more robust to node and edge failures of all kinds. However, theorists are interested in the

degree of robustness, as characterized by the fraction of vertices pc that must be removed before

the giant component vanishes. Colloquially, this disappearance is said to “shatter” the network.

For a random graph with a power-law degree distribution where a uniformly random fraction of

vertices fail (are removed), the after-failure degree distribution P ′(k) is given by

P ′(k) =
∞∑

k0=k

P (k0)
(
k0

k

)
(1− p)k pk0−k,

where k0 is the degree of a vertex before failure, k is its degree after, and p is the probability

of failure. When the scaling exponent α > 3 for P (k0), [19] shows that the critical threshold for

maintaining the giant component is pc ≈ 0.99. That is, these random structures are asymptotically

robust to random failures. For finite size networks, the value of pc is bounded away from 1, and its

exact value is related to the size of the graph n. A recent extension of this work shows, however,
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that the value of pc can be significantly smaller for a specific subclass of these graphs [20], that is,

not all random graphs with a power-law degree distribution are equally robust to random failure.

Unfortunately, randomly removing vertices is not the only kind of failure that networks suffer.

For instance, when nodes in these same random graphs are preferentially removed according to

some rule (for example removing the 10% of vertices with the highest degree), the network quickly

shatters [21], [22]. Furthermore, network theorists in the peer-to-peer research community have

considered more subtle forms of failure, in which some fraction of nodes disobey the network

communication protocols, possibly in a malicious way. These Byzantine faults have been extensively

studied, and continue to drive much of the research in developing secure, distributed protocols [23],

[24].

Navigability

Given that a network is connected, there exist typically several paths that connect a transmitter

with a receiver. In network theory, a network’s navigability is determined both by how easily such

a path can be found, and how many hops such a path ultimately requires. This problem has been

extensively studied, and solutions may be grouped into two categories:

1. central authorities, in which the communication path between two vertices is determined by

an external source, later mirrored by the network’s routers, and

2. decentralized techniques, in which routing decisions are made independently by network

routers, possibly in an ad hoc fashion.

For a static network, namely one whose number of nodes and topology are fixed, a central authority

may be easier to construct, but in the face of uncertainty, such as the removal (failure) or addition of
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routers to the network, a decentralized approach may be more favorable. The current standards for

routing on Internet-like networks, namely, the Internet Protocol (IP) routing, the Open Shortest

Path First (OSPF) [25] protocol, and the Border Gateway Protocol (BGP) [26], are a mixture

of both centralized and decentralized techniques. In each, an initial consensus phase allows local

connectivity information to propagate throughout the network in a decentralized fashion, until

each router has constructed its own view of the network, by which to route packets in the future.

After this phase is complete, these views remain fixed until the local topology changes enough to

initiate a new consensus phase. While the standard protocols work well for networks that change

1 2 3

Figure 4: A small-world graph, after Kleinberg. The nodes inside the shaded diamonds have the

same Manhattan distance to the node in the center. This simple lattice network generalizes the

small-world model of [7]. Nodes in area 1 are bi-directionally connected to the center node, which

is also uni-directionally connected to one node in area 3.

only occasionally, dynamic networks pose a more challenging problem, as one must balance the

overhead of consensus against the efficiency of the network as a communication medium. An

alternative approach is to use decentralized or ad hoc routing strategies, where routing decisions

are made on the fly, based on the relative position of the current router, the packet’s destination,

and perhaps additionally on current local connectivity. If such an approach is to guarantee that

a network is navigable, short paths between source and destination must be easily found in a

decentralized way. A network is said to be efficiently navigable if the average length of a path T

grows sublinearly with the number of vertices in the network, and preferably as a polylogarithm
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like O(log2 n).

Theoretical work in this domain offers an exciting possibility for the development of such proto-

cols under reasonable assumptions. A brief description of these results along with their implications

for control systems follows.

Consider a simple generalization of the popular small worlds network model of [7]. In this

network, a lattice of vertices have bi-directional local connections to their nearest neighbors (as

when connected physically), and a single, uni-directional non-local connection to some other node

(as in the case of a unidirectional wireless connection). A schematic of such a network is given in

Figure 4. Distances are evaluated using the Manhattan metric, d(u, v) =
∑

D |u − v|, where D is

the dimensionality of the lattice. To choose the terminator for the non-local link, we first choose its

distance ` to the linking node from the distribution P (`) ∼ `−D, and then, out of all such vertices

at this distance, we choose one uniformly at random.

In the D = 2 network shown in Figure 4, the diamonds illustrate the set of nodes at a fixed

distance from the linking node. If each vertex (router) forwards packets to their neighbor with the

smallest remaining distance to the packet’s destination, then this decentralized routing protocol

will, for this particular topology, guarantee packet delivery in an average of O(log2 n) steps [8].

To see why, let us assume that a packet travels in phases, and that a phase ends when the

remaining distance is halved; thus, there are at most log2 n phases. If the distribution of lengths

for the non-local links is a power law with exponent D, the packet visits a router with a non-local

neighbor that is roughly half as distant from the destination after O(log n) trials; thus, the expected

routing time is O(log2 n).

The algorithm presented in [18] constructs the Kleinberg-routable network through a dynamic,

decentralized rewiring process. The algorithm assumes that local connections are fixed, and con-
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structs the correct distribution of non-local link lengths in the following manner. Given a source-

destination pair (x, y), route the packet according to the current topology, but choose a threshold

t uniformly from the interval [1, d(x, y)]. If the routing time of the packet exceeds this threshold

T > t at a node z that is not the destination, x rewires its non-local link to terminate at z. That

is, x “bookmarks” the location where the packet crossed its threshold. In [18] was empirically

shown that this rewiring algorithm produces the power-law link-length distribution P (`) ∼ `−D

that guarantees fast ad hoc routing over the entire network T = O(log2 n), after a modest number

of rewiring actions R ∼ n1.77.

With the availability of global positioning (GPS) systems that provide simple distance mea-

surements, these results could reasonably be adapted as a routing protocol for packets on a wireless

array of devices. In such cases, local links are either physical connections or low-power broadcast

transmissions, and non-local links are occasional high-power broadcast transmissions or unidirec-

tional long-range transmissions.

The development of dynamic, decentralized routing algorithms that guarantee efficient navi-

gability under a variety of assumptions is an active topic of research in the network theory com-

munity. Another interesting ad hoc routing algorithm is presented in [27]; in this system, packets

are routed under reasonable assumptions about the connectivity of vertices with similar properties

(homophily), and the assumption that higher degree vertices are likely to be closer to the target.

In the model used in [27], it is assumed that each node has a set of attributes, and that nodes link

to others that are similar to themselves; thus, a homophily-sensitive algorithm adjusts the routing

based on the assumption that a node close to the destination node in their attribute space, is in

turn, closer to the destination.
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Efficiency

For a network theorist, the concept of efficiency is intimately related to that of scalability,

which is defined as the cost of some network property as a function of the number of vertices in the

network n. Generally, for a property to have a small cost, it should scale sublinearly, and ideally

as a polylogarithm O(logk n). For example, the decentralized routing algorithm [8] described in

the previous section, guarantees that the average number of intermediate nodes through which the

message passes is O(log2 n). On the other hand, if we prefer that the property be true for as large a

portion of the network as possible, we say that it should scale as a constant fraction of the vertices

O(1), and ideally to be very close to unity 1 − o(1). For connectedness, the question of efficiency

boils down to determining what fraction of the network remains connected, after a fraction of

the nodes is removed. In this context, [21] shows that random networks with a power-law degree

distribution, are increasingly more efficient at guaranteeing connectedness under random failure as

the network grows.

Although these definitions of efficiency are highly applicable for the random graph models

that network theorists typically study, they are conceptually different from the idea of efficiency

in control systems. Reconciling these differences, and producing network theoretic results for the

efficiency questions that control systems require, may be a fertile area of collaboration between

researchers in these two fields.

The Control Designer’s Point of View

Networked control system (NCS) applications such as teleoperation and robot formation con-

trol, require measurement and control signals to travel across communication networks. Even when

the distance traveled is short (as in the case of a modern car or a smart house), a general purpose

communication network introduces new issues into the feedback loop, such as time-varying delays,
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and the potential loss of information. While some communication applications may suffer from the

same limitations, a feedback control system is especially vulnerable, not only to the unavailability

of sensory information and control signals, but also to their timing. In particular, in a NCS, the

issues of connectedness, navigability, and efficiency of travel manifest themselves as described in

the following sections.

Connectivity (dropped packets, lost links)

From the perspective of control design for networked control systems, connectedness (or con-

nectivity) expresses the ability of two systems to communicate information and actuation signals

through the network connecting them. Connectivity is therefore related to the existence of a net-

work path from any node u to any other node v. In recent studies that link the dynamics of the

networked systems to the connectivity properties of the network, certain graph algebraic properties

of the latter seem to be pervasive.

In [11] the dynamics of the networked system is formally related to the algebraic graph theoretic

properties of the interconnection network, and to the graph Laplacian in particular. Connectivity,

as expressed by the second smallest Laplacian eigenvalue (known as the algebraic multiplicity of

the graph), proves to be a crucial network property, allowing the gradual dissemination of local

information throughout the network and facilitating stability. The sidebar titled “Graphs” further

discusses connectivity. In [28] it is shown that if connectivity is (permanently) lost, stability cannot

be guaranteed. If connectivity is regained across a sequence of compact intervals [ti, ti+1), [11] shows

that stability in the form of consensus is still guaranteed. More information can be found in sidebar

titled “Consensus Problems.”

Cases in which the network itself does not have a constant topology (links may be lost or gained

with time), have also been investigated in [15], [11], [14], among others. In these networked control

systems, communication links are established and lost in an ad hoc manner. Ad hoc networks
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are typically modeled by nearest-neighbor type graphs, where nodes are distributed uniformly at

random over a certain area, and are assumed connected if they are within a certain distance r0

from each other. Thus nodes u, and v, are connected if |uv| < r0, where |uv| denotes the Euclidean

distance between them. The question of whether such an ad hoc network is connected or not,

does not have a definitive answer, especially when the number of nodes grows very large. Results

in this area are asymptotic and probabilistic in nature, and are usually related to the minimum

degree of the nodes in the network, as exemplified in [29], or to the minimum communication range

r0 [30], [31]. In [29] it is shown that if each node is connected to less than 0.074 log n other nodes,

the network is disconnected with probability one, as the total number of nodes n increases. If,

on the other hand, each node has more than 5.1774 log n neighbors, the network is asymptotically

connected with probability one when n tends to infinity. In [30] it is shown that if the network is to

be connected with probability p, the transmission range should be set so that r0 ≥
√

− ln(1−p1/n)
πρ ,

where ρ is the node density.

In networks where information flows in a unidirectional manner, directed graphs are used to

capture the network topology. In directed graphs the definition of (strong) connectivity is more

strict, requiring the information flow to respect the orientation of the graph edges. (For a discussion

on graph concepts and properties, consult the sidebar titled “Graphs.”) However, the existence of

a (directed) spanning tree over the union of the graphs that describe the evolution of the network

over time [13], may be sufficient for consensus in the network, provided that the graph switching

frequency is bounded, on average. This condition is definitely weaker than strong connectivity,

though still stronger than weak connectivity (expressed again by the second smallest eigenvalue) –

for which edge orientation is irrelevant. The gap between these conditions seems to be the missing

piece in a uniform characterization of stability in terms of network topology. Of course, another

approach to ensure stability is to restrict the dynamics, as described in [12], [32].

In most applications connectivity is binary, or unweighted: two nodes are either connected at

a particular time instant, or disconnected. In the former case the second smallest eigenvalue is
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positive, in the latter it is zero. For capturing the quality of a communication link, or the cost of

broadcasting information from one node to another, weighted graph models can be used. The edge

weights quantify the energy required for a message to be sent over an edge (u, v), usually expressed

as |uv|e, where e ≥ 2 is a constant, and |uv| is the Euclidean distance between the physical locations

of nodes u, and v. Weighted graphs are not as well studied as their undirected counterparts, but

connectivity analysis using the second smallest eigenvalue of the (weighted) Laplacian may be

extended to this situation as well.

The effect of network topology and connectivity on the performance of cooperative localization

algorithms is pointed out in [33], in which a genetic algorithm is used for choosing network topolo-

gies that result in smaller traces of the joint extended Kalman filter (EKF) covariance matrix.

The analysis in [33] suggests that increased connectivity can be beneficial for localization accuracy.

Intuitively, “the more sensor links between robots, the better.”

However, while a genetic algorithm favors complete (i.e. fully connected) sensor graphs, other

approaches may suggest “cheaper” solutions. In the special case where a landmark’s location is

accurately known, the expression of the steady-state value of the EKF covariance matrix in [34],

contains the eigenvalues of a minor of the sensor graph Laplacian, weighted by the variances of the

relative distance measurements. In this case, the (constant) steady state value of the covariance

matrix is [33], [34]

P∞ = Q1/2
o Udiag

(
1
2

+ (
1
4

+
1
λi

)
1
2

)
UTQ1/2

o , (1)

where Qo is a diagonal matrix with elements that depend on the characteristics of the agents’

sensors and their speed, U , is the matrix of eigenvectors, and λi is the ith eigenvalue of the matrix

C = Q1/2
o HT

o R
−1
o HoQ

1/2
o , (2)

in which Ro is a diagonal matrix of the noise covariance, and Ho relates to the incidence matrix of

the sensor graph. These graph related concepts are presented in sidebar “Graphs.” In the case where

we have a (single) accurately known landmark, Ho will contain a block of zeros that eliminates the
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graph node that corresponds to the landmark, and HT
o R

−1
o Ho turns out to be a minor of a weighted

Laplacian. In view of (1) and (2), and using eigenvalue interlacing theorems, it can be shown

that the trace of P∞ is related to the nonzero (weighted) Laplacian eigenvalues. Thus, forming a

complete sensing graph is one way to increase localization accuracy, and more efficient ways may

exist to decrease the trace of the covariance matrix.

Network connectivity appears to be a catalyst: nothing useful can happen without some sort of

connectedness. Messages cannot reach their destination, consensus cannot be achieved, estimation

errors may grow unbounded. Some new insight, however, seems to suggest that perhaps dense

connectivity is not all a control designer should strive for. In [35] it is shown that high algebraic

connectivity does not necessarily imply a high network’s robustness. In other words, while the

network connectivity is certainly improved as the second smallest eigenvalue increases, and as the

diameter of the network (characteristic path length) decreases, and the network remains vulnerable

to targeted attacks. In particular, there may be few nodes or links that guarantee the network

connectivity, and the removal of as few as one or two such nodes may break the network into

disconnected components.

Algebraic connectivity, as determined by the size of the second smallest Laplacian eigenvalue

λ2(G), is of great interest because of Fiedler’s inequality [36]

λ2(G) ≤ ν(G) ≤ η(G), (3)

which states that the algebraic connectivity of a graph G is less than or equal to the node-

connectivity which is less than or equal to the edge-connectivity [36]. While increasing the algebraic

connectivity increases the lower bound on node-connectivity, it has been shown that for circular

and mesh lattice graphs an increase in algebraic connectivity often corresponds to a decrease in

node-connectivity and edge-connectivity [35].
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n = 20, k = 4,  p = 0 n = 20, k = 4,  p = 0.1

n = 20, k = 4,  p = 0.5 n = 20, k = 4,  p = 1

Figure 5: Random ring lattice graph G = C(n, k) with n = 20, k = 4, and different edge proba-

bilities. For p = 0 a node is only connected to its two closest neighbors along the perimeter. As

the probability increases, a larger number of these links are rewired and connect the node to other

remote nodes.

In order to describe our results, let us consider first the small-world network introduced in [7].

This network was based on a one-dimensional lattice on a ring with n nodes where each node is

connected to its k nearest neighbors. In [7] it is shown that random rewiring of nodes with a small

probability p greatly reduces the characteristic path length resulting in a small-world network.

Figure 5 shows the effects of random rewiring for a network with 20 nodes, and k = 4. In [37] it is

shown that this random rewiring also results in a large increase in algebraic connectivity for ring

lattices, and based on this it concludes that the network becomes more robust to node and link

failures.

Unfortunately, large increases in algebraic connectivity for certain types of networks often

correspond to a decrease in node-connectivity and edge-connectivity. As an example, the results

for a circular random graph with 100 nodes are shown in Figure 7. For this case, we start with a
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Regular Mesh Graph, n = 100, Communication radius R = 1.000000

Figure 6: Regular mesh lattice graph, N = 100, Communication radius R = 1. In the mesh lattice

at the upper left corner, where p = 0, nodes are connected horizontally and vertically to their

nearest neighbors. As p becomes larger, the edges connecting nearest neighbors are increasingly

rewired, and link nodes in remote locations.

ring lattice with n = 100 vertices, and k = 4 edges per vertex, then rewire each edge at random with

a probability p. As p increases from 0 to 0.9, algebraic connectivity increases sharply, and the mean

path length of the network decreases. However, the node-connectivity and edge-connectivity of the

network decrease as the probability p increases. Similar results can be obtained for a regular mesh

lattice like the one shown in Figure 6 where there are 100 nodes, and each node has a communication

radius R = 1. The results for this mesh lattice are summarized in Figure 8.

In a system where nodes are redundant or dispensable, improving algebraic connectivity does

indeed improve the overall robustness of the network by reducing the characteristic path length.

However, in systems where each node is critical, node-connectivity and edge-connectivity are the

most important parameters for assessing robustness. In addition there are computational trade-offs
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Figure 7: Results for a ring lattice random graph, N = 100, k = 4. Although algebraic connectivity

increases, node and edge connectivity decreases monotonically with mean path length.
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Figure 8: Results for a mesh lattice graph, N = 100, R = 1. Although algebraic connectivity

increases, node and edge connectivity decreases monotonically with mean path length.

when studying robustness: computing the algebraic connectivity is much simpler than computing

node-connectivity or edge-connectivity for large networks.
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Navigability (path lengths/hops)

During the control design process, and under the assumption of a connected communication

network, the designer assumes that there exists a path between a transmitter and a receiver. The

problem of determining this path is usually ignored, or assumed solved by those entities that direct

the flow of information through the network: the routers.

Standard routing protocols make use of assumptions that may not be generally favorable to

control system design. For instance, Ethernet is a broadcast protocol, and thus only a limited

number of participants can communicate over a given portion of a network. Open shortest path

first (OSPF), as well as BGP, are susceptible to the propagation of corrupt or maliciously faulty

information [38].

To provide the most basic packet delivery service, such as on the Internet at the IP-level,

protocols like Ethernet, OSPF and BGP, combined with the commodity network hardware do well

enough when most nodes are connected, the network is navigable, paths are relatively short, and

service is fairly reliable. Such is the case on the Intenet, where the average hop-count at the IP-level

is at most a few dozen, despite there being potentially billions of routable IP addresses. Notably,

however, deviations from ideal conditions, result in several serious interruptions in global Internet

service. For applications such as sensor networks or ad hoc networks among mobile devices (such

as cell phones), these issues are all active areas of research in both the control systems and network

theory communities.

Even if determining the path from source to destination is not considered an issue, the lengths

of such paths matter, especially when information is processed as it propagates through the nodes

of the network. One such example is the case of leader-follower control architectures. When the

leading vehicle in a platoon suddenly decelerates, the larger a following vehicle’s distance is from

the leader, the faster it must decelerates. In this context, there comes a point where control signals
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saturate, stability is lost, and collisions become unavoidable.

String stability [39] addresses this issue, by treating the propagation of information as a dis-

turbance, and ensuring that disturbance signals attenuate as they propagate through the string of

interconnected systems. Mesh stability [40] is essentially the generalization of the same concept for

strings that run across multiple (physical) dimensions. As each node propagates the disturbance

signal to its network neighbors, this signal is attenuated, and systems perturbed by these decaying

propagated signals are robust and stable.

When the propagated information is not regulated in terms of its effect on the receiving nodes,

it was shown in [41] that in leader-follower control architectures, the distance from the source of the

signals (the leader), has an adverse effect on the ability of the follower to track its desired position

in the formation. In these applications, the network is described as a directed tree, the root of

which is the formation leader. Stability bounds are less conservative for trees of small depth [41].

Therefore, routing the information signals through shorter paths improves stability.

Thus, from a stability viewpoint, the control designer has to either regulate the system dynamics

so that it can cope with information traveling over long paths, or make sure that short paths (up

to a certain length) can be found. Regarding the latter, ad hoc routing algorithms that improve

the navigability of the network are needed.

Efficiency: capacity, link quality, and delays

Since for the control engineer, a communication channel is merely a medium for obtaining or

sending information (measurement signals, or control commands), what seems to be important is:

(i) how much information can be carried, and (ii) how fast can it be transferred.
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The first question is related to the channel’s capacity. Results linking information theory

to control have recently been discovered [1], [2], [42–46]. While information theory models the

communication channel as an information transmitting medium that corrupts portions of the signal,

the main issue for control-based applications are the delays (as well as corruption) suffered by the

signals as they are carried across the channel. In the case of noiseless channels, a necessary condition

for asymptotic observability and stabilizability for linear, discrete-time systems, is that the rate of

communication R (which must be less than the capacity C of the channel) is bounded below as

R >
∑

λu(A) max{0, log|λu(A)|}, where λu(A) are the unstable eigenvalues of the system matrix A.

In some cases, this condition is also sufficient. Similar results hold in the case of noisy channels,

as described in [47]. In [48] the fundamental limitation of performance for networked feedback

systems is addressed. The feedback loop comprises a discrete-time, linear, time-invariant plant,

a channel, as well as an encoder and a decoder. The disturbance rejection ability is found to be

bounded below by
∑

λu(A) max{0, log|λu(A)|} − C. This particular result shows that the excess

capacity C −
∑

λu(A) max{0, log|λu(A)|} is all that is available for disturbance rejection. These,

and other similar results, not only link the feedback control problem to the communication setting,

but also provide for fundamental results in feedback control, in the spirit of Shannon’s information

theory results [48, 49]. The sidedar “Control and Information” expands on links between control

and information theory.

The speed at which information can travel from source to destination is usually measured in

terms of a communication delay, the time elapsed between transmission, and reception. It is gener-

ally recognized that actuation and measurement delays degrade the performance of control systems.

A communication delay can cause actuation delays, measurement delays, or both; therefore, it is

natural to expect that it must have an adverse effect on the stability of the interconnected system.

Initial investigation seemed to support this claim. In [14], stability analysis in the frequency

domain suggests the existence of an upper limit in the (uniform) communication delays that a

continuous, nearest neighbor interconnected system can tolerate, before becoming unstable. Sim-

22



ulation results are included in support of this statement. However, more recent analysis of state

space, discrete-time models of interconnected systems, leads to different conclusions.

Several recent independent investigations verify that in some (not so special) cases, arbitrary

(but bounded) communication delays may be tolerated at the expense of convergence speed. In [32],

the approach of [12] is extended, and concludes that if the agent dynamics are appropriately re-

stricted, stability can be maintained. A different approach in [50] focuses on the communication

protocol, and shows that velocity synchronization in a connected group of autonomous mobile

agents, may still be achieved when the agent controllers use delayed information, regardless of the

size of this delay, if control and communication are used appropriately. In [51] the composition

properties of graphs are used to show that under certain assumptions on the communication topol-

ogy, delays have no effect on the stability of the system. In fact, in a somehow counterintuitive

situation, it turns out that longer delays (if used judiciously) may actually improve the stability of

some systems [52].

In all of the cases above, convergence will not be as fast as in the case of instantaneous com-

munication. The fact that instability can still be avoided is however a relief. Efficiency in the

transmission of information between networked control systems may be desirable, but the critical

network property seems to be connectivity, at least when the interconnected systems are stable in

the absence of communication delays.

What Can Control Learn from Network Theory?

There are two primary benefits for control system designers that may result from their inter-

action with network theorists. First, network theorists study bulk properties of the network in a

way that is fundamentally different from the low-level considerations of packet loss, link failure,

latency, and responsiveness. Their analysis provides insights into the robustness of connectedness,
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and efficiency of routing on networks with certain global topological features, such as networks with

power-law degree distributions or small-world networks. Their interest in the scalability of network

properties and behavior is particularly relevant for control systems. One of their most robust meth-

ods for achieving these scaling properties is through a judicious use of randomness, an approach

that has proved powerful in designing algorithms in the face of uncertainty. As control systems

become increasingly networked, uncertainty becomes a more significant factor in our designs.

The other area in which control systems may benefit from network theory is in the domain of

protocol design for managing the flow of information on the network. Recent work on efficient ad hoc

routing demonstrates that dynamic, decentralized algorithms can provide provably or demonstrably

good packet delivery times, often by relying on randomness. Additionally, the in the community

of peer-to-peer networks, researchers have focused on developing communication protocols that are

robust to both failure and corruption. Even in a closed network control system such as a modern

airplane, software failure can create spurious behavior that must be handled robustly. In a more

open network system such as a wireless sensor network, where devices may be installed or removed,

such considerations are even more critical.

Both for managing uncertainty, and improving performance, randomness could prove to be a

key component in the design of protocols that regulate the flow of information in network control

systems. As a brief aside, we note that randomness opens interesting new directions in the area of

pursuit-evasion games [53]. The underlying idea is that, unlike deterministic strategies, the use of

random choices by the pursuer can guarantee the capture of the evader with high probability because

the evader cannot accurately predict what pursuit strategy it must counter. Surprisingly, this result

holds even if the evader has absolute knowledge of the pursuer’s location, and has no limitations

on its own speed. This example, together with the recent results in dynamic, decentralized routing

algorithms, suggests that the control community could gain a great deal by investigating ways to

harness the power of randomness in the design of algorithms for networked control systems.
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Case Studies

In this section, we briefly delve deeper into several illustrative examples that seem particularly

applicable to the development of randomized networked control systems, particularly with respect

to connectedness, bandwidth, and navigability. As with any review, interesting results outnumber

the space available; thus, those discussed here should be viewed as an admittedly biased sample of

what network theory can offer control systems.

Dynamic Ad hoc Routing
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Figure 9: Convergence of the dynamic, decentralized rewiring algorithm of [18] to the optimum

distribution for a variety of initial topologies, and rewiring times (τ). The deviation from the

theoretical optimum (α = 1 here) is due to finite-size effects.

The dynamic, decentralized routing protocol of [18], introduced above, is intriguing for several

reasons. First and foremost, the assumption of an underlying lattice topology is amenable to many

existing networked control system frameworks, such as a wireless mesh. Further, the protocol itself

is simple, and may be adapted to work within the existing internet protocol framework: given

a source node x, a destination node y, and a message-specific threshold t, the protocol works as
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follows: if the topological length of the route exceeds the message’s time-to-live (TTL) t, x rewires

its non-local link so as to point to the node at which the threshold was crossed. By choosing the

TTL t from the uniform random distribution over the interval [1, d(x, y)], the protocol produces

exactly a non-local link topology that minimizes the average transmission time for every node’s

messages [8]. This protocol has the added benefit that the resulting topology is independent of the

initial network topology (see Figure 9), and is self-optimized to account for finite-size effects. From

a control systems perspective, these characteristics are attractive in that they reduce the brittleness

of the system, while guaranteeing good overall behavior.

Static Ad hoc Routing

In networks that lack the distance metric of Kleinberg’s small-world network [8], the decen-

tralized routing protocol of [27] yields efficient routing by relying on common topological features

of real-world networks. That is, the algorithm capitalizes on the property of homophily (the idea

that nodes with similar attributes are likely to be connected), and on a right-skewed degree dis-

tribution. Each node (router) in the network approximates the full shortest-path routing table

E[`s→t] =
∑
x ·P (`s→t = x), where `s→t is the length of the path between source s and destination

t, by simply estimating which of their neighbors is likely to be closer to each possible destination. In

practice, nodes accomplish this by calculating the likelihood that two nodes u, and v, are connected:

puv = 1 − (1 − quv)k where (1 − quv)k is the probability that none of u’s k edges terminate at v.

Although this protocol assumes that alternate paths are independent, in practice such correlations

in real-world networks are sufficiently small. The clear advantage of this approach is that it utilizes

common features of most real-world networks to provide efficient routing in the face of topological

uncertainty.
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Gossip Protocols

Next, we consider a communication network in which edges are unreliable, that is, where

pairwise connectedness is guaranteed only probabilistically. Although all packet-based networks

exhibit this property to some degree, wireless mesh networks exhibit it most strongly. In spite

of this intermittent local connectivity, let us attempt to maximize the set of nodes that receive a

broadcast message, while simultaneously minimizing the total bandwidth per message, as expressed

by the number of messages used. Formally, we wish to find the set of nodes A, to which we initially

send the message, such that under some communication protocol ψ, the set of receiving nodes

ψ(A) is as large as possible. Gossip protocols, where a node receiving a message attempts to pass

it along to its neighbors at most once, thus enforcing strong bandwidth constraints, can provide

a provably good solution to this problem, which is otherwise NP-hard [54]. The greedy algorithm

presented in [54] iteratively maximizes the marginal gain in ψ(A), and yields a target set that is

provably 1−1/e times size of the optimum. These protocols can also be married with the Kleinberg

small-world topology to solve problems such as resource location on a network [55].

Internet-Like Protocols

Finally, inspired by [56], which provides a mathematical foundation and explanation for var-

ious congestion control algorithms on the Internet, the authors of [57] apply similar concepts to

implement distributed control algorithms for the coordination of multiple agents communicating

across a network, and developed Internet-like protocols. Control protocols with these features can

be implemented in systems where a group of n users (clients) share a common resource (server) of

finite capacity C. While information systems such as the Internet are concerned with transferring

the information only (with high fidelity), networked control applications are more involved due to

the effect that dated information can have on the control of dynamical systems [1–4], [10], [58].

To quote Traub [59], information is “incomplete, priced, and corrupted.” However, and for control
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purposes, it is also “timed.” To make the general idea of Internet-like control more precise, consider

a network of n users of a resource C. If for user i, the state variable xi represents its usage of the

resource, the desired equilibrium for the system becomes the configuration at which

∑n
i=1 xi = C.

It is also necessary to define a feedback signal, from the resource to the users, which communicates

the availability or shortage of the resource. In [56], [60] a priced scheme is used for this feedback.

A low price is an indication of resource availability, and a resource shortage is represented by an

increase in price. The dynamics of the resource price can be simply expressed as the difference

between the resource usage, and the size of the resource, scaled by a positive gain γ,

ṗ(t) = γ [
∑n

i=1 xi(t)− C] .

Different dynamical interactions between the resource usage xi(t), and the resource price feedback

may be used. The common thread in these models is the inverse relation, such as the additive-

increase, multiplicative-decrease used in the model of TCP Reno in [60], which we rewrite here for

illustration purposes

ẋ(t) =
1− p(t)
τ2

− 1
2
p(t)x2(t),

where p(t) is the price for the resource, and τ is the propagation delay between the and resource.

The control design is then reduced to solving a distributed resource allocation problem as described

in [57]. It is conceivable that by exploiting some of the routing algorithms discussed above, more

efficient control algorithms can be designed.

Conclusion

The control and complex network communities have been looking into similar problems in

networked systems from different perspectives. The same concepts and properties appear to be

important, both for the control engineer, and for the network theorist. Having established the
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conceptual link between networked control systems, cooperative control, and complex networks

through graph theoretic analysis, the control community may now be in position to capitalize on,

and exploit the arsenal available in complex network research and computer science. It might be

the right time for control designers to start exploring alternative approaches, by looking at what

approaches have worked well in other fields. This article offers such a suggestion by highlighting the

recently revealed power of randomized algorithms in routing, network design, resource allocation,

and game theory.

In the computer science community, much attention has recently turned to mechanism design;

this domain seeks to allow selfish individuals to interact in a networked environment in such a way

that no outcome is particularly disadvantageous to any of the nodes. Such approaches yield results

for routing, network design, and resource allocation [61], and seem directly applicable to open

networked control systems in which the control engineer must ensure that corrupt or misbehaving

nodes do not negatively affect the functionality of the system. Indeed, in recent years, networks

of all kinds have become a highly fashionable topic for theoretical research, with novel results

appearing across the gamut of academic journals.

The control engineer will likely find tools more easily applicable to her field within the physics

and computer science communities. With this article, a brief review of a small selection of intriguing

ideas, we hope to generate excitement in the control systems community, and to establish further

links between network theory, physics, and control systems.

Acknowledgment

The work of the first author is supported by NSF grant no. PHY-0200909; the second author is

supported in part by the NSF Career grant no. 0447898; the work of the last author was supported

by the United States Department of Energy under Contract DE-AC04-94AL8500.

29



References

[1] A. Sahai. Anytime Information Theory. PhD thesis, MIT, February 2001.

[2] S. Tatikonda. Control Under Communication Constraints. PhD thesis, MIT, August 2000.

[3] G. Walsh, H. Ye, and L. Bushnell. Stability analysis of networked control systems. IEEE

Transactions on Control Systems Technology, 10(3):438–445, 2002.

[4] W. Zhang, M.S. Branicky, and S.M. Phillips. Stability of networked control systems. IEEE

Control Systems Magazine, 21(1):84–99, 2001.

[5] M. E. J. Newman. The structure and function of complex networks. SIAM Review, 45:167–256,

2003.

[6] R. Albert and A.-L. Barabási. Statistical mechanics of complex networks. Reviews of Modern

Physics, 74:47–97, 2002.

[7] D. J. Watts and S. H. Strogatz. Collective dynamics of ’small-world’ networks. Nature, 393:440,

1998.

[8] J. Kleinberg. The small-world phenomenon: An algorithmic perspective. Technical Report

99-1776, Computer Science Department, Cornell University, 1999.

[9] S. N. Dorogovtsev and J. F. F. Mendes. Evolution of Networks: From Biological Nets to the

Internet and WWW. Oxford University Press, 2003.

[10] E. Verriest and M. Egerstedt. Control with delayed and limited information: A first look. In

Proc. of the IEEE Conference on Decision and Control, pages 1231–1236, 2002.

[11] A. Jadbabaie, J. Lin, and A. S. Morse. Coordination of groups of mobile autonomous agents

using nearest neighbor rules. IEEE Transactions on Automatic Control, 48(6):988–1001, 2002.

[12] L. Moreau. Stability of multiagent systems with time-dependent communication links. IEEE

Transactions on Automatic Control, 50(2):169–182, 2005.

30



[13] W. Ren and R.W. Beard. Consensus seeking in multiagent systems under dynamically changing

interaction topologies. IEEE Transactions on Automatic Control, 50(5):655–661, 2005.

[14] R. Olfati-Saber and R. M. Murray. Consensus problems in networks of agents with switching

topology and time-delays. IEEE Transactions on Automatic Control, 49(9):1520–1533, 2004.

[15] H. G. Tanner, A. Jadbabaie, and G. J. Pappas. Stable flocking of mobile agents, part ii:

Dynamic topology. In Proc. of the 44th IEEE Conference on Decision and Control, pages

2016–2011, 2003.

[16] M. Faloutsos, P. Faloutsos, and C. Faloutsos. On power-law relationships of the internet

topology. Computer Communications Review, 29:251–262, 1999.

[17] B. Bollobás. Random graphs. Academic Press, 1985.

[18] A. Clauset and C. Moore. How do networks become navigable? e-print arXiv:cond-

mat/0309415, 2003.

[19] R. Cohen, K. Erez, D. ben Avraham, and S. Havlin. Resilience of the internet to random

breakdowns. Physical Review Letters, 85:4626, 2000.

[20] H. Link, R. A. LaViolette, J. Saia, and T. Lane. Parameters affecting the resilience of scale-free

networks to random failures. e-print arXiv:cs.LG/0511012, 2005.

[21] L. K. Gallos, R. Cohen, P. Argyrakis, A. Bunde, and S. Havlin. Stability and topology of

scale-free networks under attack. Physical Review Letters, 94:188701, 2005.

[22] J.-L. Guillaume, M. Latapy, and C. Magnien. Comparison of failures and attacks on random

and scale-free networks. In in Lecture Notes in Computer Science, Proceedings of the 8th

International Conference On Principles Of Distributed Systems OPODIS’04, pages 186–196,

2004.

[23] M. Pease, R. Shostak, and L. Lamport. Reaching agreement in the presence of faults. Journal

of the ACM, 27(22):228–234, 1980.

31



[24] M. Ben-Or, R. Canetti, and O. Goldreich. Asynchronous secure computation. In Proc. 25th

ACM Symposium on Theory of Computing, pages 52–61, 1993.

[25] Internet Engineering Task Force. Rfc 1247 (open shortest path first).

http://www.ietf.org/rfc/rfc1247.txt.

[26] Internet Engineering Task Force. Rfc 1771 (border gateway protocol).

http://www.ietf.org/rfc/rfc1771.txt.
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